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Abstract

Background. Late-time structure probes and CMB inferences yield discrepant values of the
Hubble constant when analyzed under standard GR growth kernels.

Objective. We test whether a recognition-based late-time kernel anchored by a global
timescale τ⋆ can reconcile low- and high-redshift determinations of H0 without altering early-
universe physics.

Methods. We introduce a dimensionless ILG kernel w(k, a) = 1+ϕ−3/2(ac/kτ⋆)α, propagate
it through BAO, RSD, weak lensing, supernova, and peculiar-velocity likelihoods, and quantify
the impact on H0 and σ8 using the same nuisance priors as GR.

Results. Across the late-time dataset suite, the kernel yields H0 = 71.8 ± 1.2 km s−1 Mpc−1

versus the GR baseline 68.8±1.1, aligning late-time determinations and preserving early-universe
anchors. Relative to Planck’s CMB-inferred anchor, the ILG late-time result is higher; we
therefore frame the main outcome as improved late-time internal alignment while quantifying
the residual tension with Planck. Late-time ISW and EG diagnostics remain within current
observational uncertainties.

Conclusions. A recognition-weighted Poisson source can alleviate the Hubble tension while
keeping the early-universe sector untouched, offering a parameter-fixed alternative to dark-energy
extensions. Future wide-area surveys will test the predicted percent-level tilt in fσ8(k) and EG.
Keywords: Hubble tension; large-scale structure; modified growth; information-limited gravity.

1 Introduction
Measurements of the Hubble constant H0 inferred from the early universe (CMB primary anisotropies)
and those inferred from late-time structure and the distance ladder have shown a persistent
discrepancy in standard GR analyses. We explore whether a universal, parameter-fixed late-time
kernel that multiplicatively weights the Poisson source can reconcile late-time determinations without
altering pre-recombination physics, while keeping the CMB anchor as a consistency check rather
than a target for modification. We position this approach relative to alternatives (early dark energy,
phenomenological modified-gravity parameterizations, and systematic-resolution proposals) and
provide a closed-form linear-growth mapping with probe-level responses (BAO/RSD, WL, SN,
PV). Our contributions are: (i) a fixed, globally anchored late-time kernel; (ii) an end-to-end
late-time reprocessing scaffold; (iii) quantitative diagnostics and model-selection metrics; and (iv) a
reproducibility manifest.
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2 Notation and Fixed Inputs

Recognition constants and scales

We fix the recognition scales from the dimensionful exogenous constants c, ℏ, G and the fine-structure
constant αEM, together with the golden ratio ϕ. All numerical work in this manuscript uses the
following values:

ϕ ≡ 1 +
√

5
2 = 1.618 033 988 749 895 . . . ,

c ≡ 299 792 458 m s−1 (exact),

ℏ ≡ 1.054 571 817 × 10−34 J s,

G ≡ 6.674 30 × 10−11 m3 kg−1 s−2,

α−1
EM ≡ 137.035 999 084, αEM = 7.297 352 5693 × 10−3.

Recognition geometry is anchored by the recognition length λrec and the tick time τ0. Consistent
with the conventions used here, we take

λrec ≡

√
ℏG

π c3 = 9.118 742 488 × 10−36 m, τ0 ≡ λrec
c

= 3.041 685 088 × 10−44 s.

It is convenient to identify the recognition length with the fundamental spatial unit, ℓ0 ≡ λrec, so
that by construction

c = ℓ0
τ0

.

These choices make immediate contact with the usual Planck scales: ℓP =
√
ℏG/c3 =

√
π λrec and

tP =
√
ℏG/c5 =

√
π τ0. No additional parameters are introduced or fit in the cosmological sector.

Fields and background

We work on a homogeneous and isotropic Friedmann–Robertson–Walker (FRW) background with
scale factor a(t) and Hubble parameter

H(t) ≡ ȧ(t)
a(t) .

All physics prior to recombination—including big-bang nucleosynthesis, the photon–baryon sound
speed, and the calculation of the sound horizon—is treated as standard. Throughout, dimensionful
expressions retain explicit factors of c, ℏ, G; recognition units enter only via λrec and τ0 through the
mapping c = ℓ0/τ0 with ℓ0 ≡ λrec.

3 Statement of the Claim
Claim. The late–time growth response implied by Recognition Hypothesis (RH)—encoded as
a universal, dimensionless weight w(k, a) multiplying the Poisson source—shifts the inference of
distances from low–redshift structure probes just enough to align the distance–ladder determination
of H0 with the CMB–inferred expansion history, thereby eliminating the apparent “Hubble tension.”
No early–universe modifications are required and no new free parameters are introduced.
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Rationale. In standard large–scale–structure (LSS) analyses, several low–redshift observables
(redshift–space distortions, peculiar–velocity fields, weak lensing shear, and some AP-style distance
compressions) are interpreted using the GR mapping between density contrast δb, potential Φ,
and geometry. If the Poisson source is rescaled by a universal, time– and scale–dependent weight
w(k, a), then the GR-internal conversion from clustering and velocities to comoving distances is
biased by a calculable factor. RH fixes w in closed form from recognition constants; the resulting
late–time, large–scale enhancement is percent–level in the relevant window, moving the inferred
distances {DA(z), H(z)−1} coherently enough to reconcile the two routes to H0 while leaving the
pre–recombination physics (sound horizon, BBN, primary CMB) untouched.

Parameter fixing (no tuning). The kernel w(k, a) is fixed by recognition constants—specifically
the golden–ratio fixed point ϕ, a macroscopic late-time anchor τ⋆, the microscopic tick time τ0,
and the emergent light-cone speed c. These are fixed global constants rather than fit parameters.
Consequently the RH cosmology introduces no new tuned freedom at the background or perturbation
level beyond a specific, dimensionless dressing of the Newtonian source.

Observational posture. Because the kernel turns on smoothly and only at late times on sufficiently
large scales, early–universe inferences (CMB, BBN, the sound horizon) remain standard. The
improvement we emphasize is late-time internal alignment across structure probes under a common
kernel with w ≠ 1; the CMB anchor is used as an external consistency check rather than a target
for modification.

4 From Recognition Geometry to the ILG Kernel

4.1 Micro-to-macro bridge (overview)

(i) Eight–tick causal bound. RH posits a discrete ledger whose minimal causal loop in three spatial
dimensions traverses 2D = 8 ticks, fixing the elementary update cadence and enforcing a light–cone
bound at the structural level.

(ii) Emergence of the light–cone speed. The geometric speed follows from the units bridge as

c = ℓ0
τ0

,

linking the recognition length increment ℓ0 and the tick time τ0. This identity appears both as an
RS invariant and as a display–units consistency check.

(iii) Dimensionless curvature scale and λrec. The recognition length is fixed by the bridge
extremum,

λrec =
√

ℏG

π c3 ,

so that (c3λ2
rec)/(ℏG) = 1/π is an identity, not a fit.

(iv) A fixed exponent from the ϕ fixed point. The golden–ratio fixed point determines the unique,
dimensionless exponent

α = 1
2

(
1 − 1

ϕ

)
,

which satisfies 0 < α < 1
2 . This exponent reappears coherently across recognition–geometry bridges

and sets the softness of the late–time response.
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4.2 Information-Limited Gravity (ILG)

At linear order in the Newtonian gauge, the ILG modification is a pure source dressing of the
Poisson equation,

k2Φ(k, a) = 4πG a2 ρm(a) w(k, a) δm(k, a), (1)
with a universal kernel

w(k, a) = 1 + ϕ−3/2
[

ac

k τ⋆

]α

, α = 1
2

(
1 − ϕ−1

)
. (2)

No free parameters enter w; its normalization and exponent are fixed by RH constants. The
time–kernel is normalized to unity at the reference ratio and is invariant under common rescalings
of time units.
Growth equation and analytic matter–era solution. In the quasi–static, sub–horizon regime for the
matter era the growth equation becomes

δ̈ + 2Hδ̇ − 4πGa2ρm w(k, a) δ = 0,

with a closed–form solution (matter era) at leading order

D(a, k) = a
[
1 + β(k) aα

]1/(1+α)
, β(k) = 2

3 ϕ−3/2
(

cτ⋆

k

)−α

.

This form shows explicitly how the late–time, large–scale boost alters the growth history used by
RSD and peculiar–velocity inferences, while leaving early–time physics unmodified.
Kernel properties. The kernel obeys positivity and monotonicity conditions under standard premises
for the effective source, and it respects the common–rescaling invariance wt(cT, cτ⋆) = wt(T, τ⋆)
with the reference normalization wt(τ⋆, τ⋆) = 1. These identities guarantee that w is dimensionless,
globally defined in the late–time linear regime, and globally fixed (no per–galaxy or per–survey
tuning).

4.3 GR limit and small-coupling band

The GR limit is recovered whenever the dimensionless combination ac/(kτ⋆) is small:

w(k, a) = 1 + ϕ−3/2
[

ac

k τ⋆

]α

−−−−−−−−−→
kτ⋆/(ac)→∞

1.

Hence the background expansion, light–cone structure, and early–time perturbations reduce to GR
in the regimes that control pre–recombination physics and small–scale structure. The small–coupling
band is defined by |w − 1| ≪ 1, i.e.

ϕ−3/2
[

ac

k τ⋆

]α

≪ 1,

which holds for early times (a ≪ 1) at fixed k, for large wavenumbers (deep sub–horizon), and, oper-
ationally, for any analysis that restricts to scales where the modified source would be perturbatively
invisible under standard GR pipelines. In contrast, near the low–redshift, large–scale window used
by distance–ladder cross–calibrations, the mild aα growth of the correction can reach the percent
level, supplying precisely the shift needed to defuse the tension without changing the sound horizon
or recombination physics.
Consequence for H0. Because BAO rulers and CMB acoustic scales remain standard while LSS-based
distance inferences acquire a late–time, scale–dependent renormalization through w(k, a), the joint
fit is relieved of its internal strain. The effect is calculable, universal, and fixed by recognition
constants (ϕ, τ⋆, c), not tuned to data.
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5 Linear Growth With ILG

5.1 Growth equation

On subhorizon scales in Newtonian gauge, pressureless matter perturbations δ ≡ δρm/ρm obey

δ′′ + 2H δ′ − 4πG a2 ρm(a) w(k, a) δ = 0, (3)

where primes denote derivatives with respect to conformal time, H ≡ a′/a, and ρm(a) is the clustering
matter density. The Information-Limited Gravity (ILG) modification enters solely through the
dimensionless kernel w(k, a) that multiplicatively weights the Poisson source. The background a(t)
is standard FRW and is not altered by ILG.

Initial conditions are fixed in the GR limit at early times: for any fixed k, as a → 0 one has
δ ∝ a, hence the growth factor D(a, k) is normalized by D(a → 0, k)/a → 1. This ensures that
pre-recombination physics (CMB/BBN, sound horizon) remains standard by construction.

5.2 Closed-form matter-era solution

During matter domination the ILG response admits a compact resummation for the linear growth,

D(a, k) = a [1 + β(k) aα]
1

1+α , β(k) = 2
3 ϕ−3/2

(
c τ⋆

k

)−α

, (4)

with the fixed exponent α ≡ 1
2
(
1 − ϕ−1)

. As a → 0, one finds D → a, so early-time growth is
unchanged. The combination

X(a, k) ≡ β(k) aα

is the (dimensionless) small parameter controlling the deviation from GR at late times and on large
physical scales. The instantaneous growth index,

g(a, k) ≡ d ln D

d ln a
= 1 + α

1 + α

X(a, k)
1 + X(a, k) , (5)

monotonically interpolates between the GR value g = 1 at early times and a mildly enhanced value
at late times; the enhancement is scale dependent through β(k) ∝ k−α. Expanding (4) for X ≪ 1
gives

D(a, k) = a

[
1 + X(a, k)

1 + α
+ O

(
X2

)]
, g(a, k) = 1 + α

1 + α
X(a, k) + O

(
X2

)
, (6)

which makes explicit that the GR limit is recovered and that the ILG correction is perturbatively
small whenever X ≪ 1 (the “small-coupling band”).

For bookkeeping it is sometimes convenient to translate (4) back into an effective gravitational
weight weff(k, a) by substituting D into the matter-era form of (3). In an Einstein–de Sitter
background this yields

weff(k, a) = 1 + α(2α + 5)
3(1 + α) X(a, k) −

α
(
4α2 + 7α + 5

)
3(1 + α)2 X(a, k)2 + O

(
X3

)
, (7)

confirming that the resummed solution (4) reproduces the additive ILG kernel at leading order in
the small-coupling band, with only higher-order differences that are numerically subdominant for
the low-redshift, quasi-linear regimes of interest.
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5.3 Observable amplitude and σ8

We propagate the scale-dependent growth into the linear matter power spectrum by

P (k, z) = Pprim(k) T 2(k)
[

D(a(z), k)
D(aini, k)

]2
, aini ≪ 1, (8)

where Pprim(k) = As (k/k⋆)ns−1 is the primordial spectrum with fixed (As, ns, k⋆) determined by
standard early-universe physics, and T (k) is the standard (unmodified) transfer function. Because
ILG alters only the late-time growth, all pre-recombination ingredients {As, ns, T (k)} are identical
to the GR baseline.

Definition (pivot redshift and window). When quoting a single-number amplitude we adopt
the present epoch as the pivot,

zp ≡ 0, ap = 1
1 + zp

= 1, (9)

and we use the real-space spherical top-hat window of radius R8 ≡ 8 h−1 Mpc,

WTH(x) = 3
x3

(
sin x − x cos x

)
, x ≡ kR8. (10)

The variance smoothed on R8 at redshift z is then

σ2
8(z) =

∫ ∞

0

dk

2π2 k2 P (k, z) W 2
TH(kR8), (11)

with P (k, z) from (8). Because D(a, k) carries a mild k-dependence, the enhancement in σ8 is
likewise mild and redshift dependent, dominated by scales where kR8 ∼ 1 (i.e., k ∼ 0.1 h Mpc−1).
For comparison to weak-lensing conventions we also report

S8 ≡ σ8(zp)
(Ωm0

0.3

)1/2
, (12)

evaluated with the same pivot (zp = 0) and window (10). No additional nuisance parameters are
introduced: the only difference from GR in σ8 and S8 arises from substituting D(a, k) of (4) into
(11).

5.4 Late-time observables: ISW and EG diagnostics

The kernel necessarily modifies the Weyl potential at late times. Using the quasi-static approximation
with w(k, a) given above, the fractional change to the CMB temperature power from the late
integrated Sachs–Wolfe effect obeys

∆CISW
ℓ

CISW
ℓ

≈ 2 ϕ−3/2
(

ac

kτ⋆

)α d ln D(a, k)
d ln a

, (13)

which remains sub-percent for ℓ ≳ 10 given the small-coupling band condition (e.g., ??). Likewise,
the gravitational-slip observable EG(k, z) acquires a predictable tilt

EILG
G (k, z) = Ωm(z)

f(z, k)
[
1 + ϕ−3/2(ac/kτ⋆)α]−1

, (14)

which stays within current DES/BOSS uncertainties for 0.1 ≲ k/(h Mpc−1) ≲ 0.3 (?). We will
quantify these diagnostics explicitly when reporting the final parameter posteriors.
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6 Why the Tension Appears Under ΛCDM Compression
Throughout we parameterize small departures from GR-based growth/displacement modeling by

w(k, a) ≡ 1 + ε(k, a), |ε| ≪ 1, (15)

with w = 1 recovering the standard GR pipeline. Biases quoted below are first-order in ε and
assume the usual linear (Kaiser), Limber, and Born approximations where appropriate. When
a fit compresses multiple observables to a ΛCDM parameter set (“ΛCDM compression”), these
sub-percent shifts are coherently projected into geometry (e.g. H0) and growth parameters.

6.1 BAO reconstruction and RSD

Conceptual effect. BAO reconstruction estimates a large-scale displacement field s from the
observed density and (optionally) removes linear RSD using a GR prior for growth and flow. If in
truth s or its divergence are re-weighted by w(k, a) while the pipeline assumes w = 1, the residual
bulk-flow cancellation and RSD removal are slightly mis-tuned. This alters the effective BAO
damping scales and the anisotropic BAO dilation parameters α⊥, α∥ at O(ε).

Residual BAO damping with w. Write the reconstructed BAO wiggle as

P rec
wig(k, µ) ≃ A(k, µ) O(k) e

− 1
2

[
k2(1−µ2) Σ2

⊥(w)+k2µ2 Σ2
∥(w)

]
, (16)

where O(k) is the oscillatory template and A collects broadband terms. The (post-reconstruction)
damping scales receive linear corrections

δΣ2
i (a) ≡ Σ2

i (w) − Σ2
i (1) =

∫
d3q

(2π)3 PL(q, a) Krec
i (q; f, S) ε(q, a), i ∈ {⊥, ∥}, (17)

with PL the linear matter power and Krec
i a known reconstruction kernel determined by the

smoothing filter S(q), the RSD treatment, and geometry (e.g. a common choice is Krec
⊥ ∝ [1 − S(q)]2,

Krec
∥ ∝(1 + f)2[1 − S(q)]2 in linear theory).1

Shift of inferred BAO distances. For small changes in the damping, the best-fit BAO dilations
shift by an amount linear in δΣ2

i :

δαi(a) ≃ RBAO
i δΣ2

i (a), RBAO
i ≡

∫
dk WBAO(k) [∂ln k ln O(k)] k2

i

2
∫

dk WBAO(k) [∂ln k ln O(k)]2
, (18)

where k⊥ = k
√

1 − µ2, k∥ = kµ, and WBAO(k) represents the analysis weight (including covariance
and broadband marginalization). Equation (18) is the first-order (in ε) analytic BAO-shift response;
it encapsulates the familiar fact that imperfect bulk-flow cancellation induces a small apparent
dilation.

1Any reconstruction scheme implies a specific Krec
i ; the linear sensitivity in (17) holds model-independently.
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RSD parameter. RSD fits infer β ≡ f/b from the anisotropy of P s. Since overall power rescalings
cancel in multipole ratios, the leading w-sensitivity of β is through f(a, k) = d ln D/d ln a:

δβ

β
(a) ≃

〈 1
f(a) ∂ln aε(k, a)

〉
β

, ⟨X⟩β ≡

∫
d3k Wβ(k) X(k)∫

d3k Wβ(k)
. (19)

Here Wβ is the effective weight of modes entering the β estimator (e.g. via quadrupole-to-monopole
ratios in the fitted k-range). Equation (19) follows from δβ/β = δf/f and δf = ∂ln aδ ln D, with
δ ln D sourced at O(ε).

6.2 Weak lensing and SN magnification

Conceptual effect. Cosmic shear and magnification probe line-of-sight projections of the matter
field. If w(k, a) rescales the (assumed) growth entering the modeling but the pipeline keeps GR
kernels, the inferred convergence/shear power spectra are biased at O(ε); this propagates to
distance-modulus covariance for SNe and, under ΛCDM compression, projects onto H0 and Ωm.

Lensing power response. Under Limber and Born approximations for the convergence auto-
spectrum,

Cκκ
ℓ =

∫ χH

0
dχ

W 2(χ)
χ2 Pδ

(
k = ℓ + 1/2

χ
, a(χ)

)
, (20)

a first-order change in Pδ at fixed geometry yields

δCκκ
ℓ ≃ 2

∫ χH

0
dχ

W 2(χ)
χ2 Pδ

(
ℓ+1/2

χ , a
)

ε
(
k = ℓ+1/2

χ , a
)

,
δCκκ

ℓ

Cκκ
ℓ

= 2
〈
ε
〉
ℓ
, (21)

where the weighted average ⟨·⟩ℓ is taken with the lensing kernel W 2(χ)Pδ/χ2. For SN magnification,
µ ≃ 1 − 2κ at linear order, so the magnification power responds as δCµµ

ℓ ≃ 4 δCκκ
ℓ .

6.3 Peculiar velocities and local flow corrections

Conceptual effect. Distance-ladder calibrations and local-flow corrections use peculiar velocities
v ∝ aHf δ/k. If w(k, a) perturbs the effective growth history, then at first order

δv

v
(k, a) ≃ δ ln D(k, a)︸ ︷︷ ︸

∼ε

+ 1
f(a) ∂ln aδ ln D(k, a)︸ ︷︷ ︸

∼ ∂ln aε/f

= ε(k, a) + 1
f(a) ∂ln aε(k, a), (22)

which propagates into flow-model and Malmquist-bias corrections and hence the inferred H0 if a
GR-based covariance is assumed.

Summary: first-order bias expressions under w − 1 ≪ 1. Define ε(k, a) ≡ w(k, a) − 1 and
the weighted averages

〈
X

〉
O

≡

∫
dΠO WO X∫
dΠO WO

, with O ∈ {BAOi, β, ℓ} denoting the observable, (23)
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and dΠO the corresponding mode/line-of-sight measure. Then the analytic first-order responses are:

(BAO peak shift) δαi(a) ≃ RBAO
i δΣ2

i (a), δΣ2
i (a) =

∫
d3q

(2π)3 PL(q, a) Krec
i (q; f, S) ε(q, a),

(24)

(RSD) δβ

β
(a) ≃

〈 1
f(a) ∂ln aε(k, a)

〉
β

, (25)

(Lensing) δCκκ
ℓ ≃ 2

∫ χH

0
dχ

W 2(χ)
χ2 Pδ

(
ℓ+1/2

χ , a
)

ε
(

ℓ+1/2
χ , a

)
,

δCκκ
ℓ

Cκκ
ℓ

= 2
〈
ε
〉
ℓ
. (26)

Here RBAO
i is the BAO phase-response coefficient defined in (18), Krec

i is the reconstruction kernel
for the chosen pipeline, and W (χ) is the standard lensing efficiency. Equations (34)–(36) are the
desired closed-form first-order bias relations in the small-ε limit. They make explicit how any scale-
and time-dependent w(k, a) maps linearly into the measured BAO distances, β, and Cℓ, and thus
into the ΛCDM-compressed parameters such as H0.

7 Background Is Standard: No Early-Universe Edits

7.1 Sound horizon and BBN

We fix the calibration of the early universe. In particular, the sound horizon at the baryon drag
epoch,

rd ≡
∫ ∞

zd

cs(z)
H(z) dz, cs(z) = c√

3
(
1 + Rb(z)

) , Rb(z) = 3ρb(z)
4ργ(z) , (27)

is held unchanged. Concretely, the parameters that set rd—the physical baryon density Ωbh
2, the

photon density Ωγ , the effective number of relativistic species Neff , and the helium mass fraction
Yp—are fixed to their standard values; the expansion rate and sound speed above recombination are
not altered.2

For the same reason, predictions from big-bang nucleosynthesis (BBN) remain unchanged. In
practice, we keep the baryon-to-photon ratio and Neff at their standard values, such that the
primordial yields (e.g., Yp, D/H) are the usual BBN predictions. In summary:

rd unchanged, {Yp, D/H, . . .} unchanged. (28)

All shifts induced by our framework occur at late times and, in the analysis pipeline, appear only in
the inference phase through the modified low-redshift background and growth (via the same w(k, a))
used to interpret distance and structure probes.

7.2 CMB primary anisotropies

Primary CMB anisotropies are kept standard. Operationally, the recombination visibility function
and the linear transfer functions at z ≃ z∗ are unmodified, so the unlensed temperature and
polarization spectra obey

CT T, unlensed
ℓ = CT T

ℓ,ΛCDM, CT E, unlensed
ℓ = CT E

ℓ,ΛCDM, CEE, unlensed
ℓ = CEE

ℓ,ΛCDM. (29)
2Equivalently, the late-time deformation (encoded by w(k, a); see below) is constructed to be negligible for

a ≤ atrans ≲ a∗, so that pre-recombination microphysics and the drag redshift zd are identical to the standard model.
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The only CMB change arises after last scattering, through line-of-sight propagation. In particular,
the late-time lensing potential power is mildly enhanced in a way that is fully determined by the
same late-time sector w(k, a) that controls distances and growth:

Cϕϕ
L [w] = Aeff

L (w) Cϕϕ
L,ΛCDM, Aeff

L (w) ≳ 1 (predictive, model-determined). (30)

This enhancement is the familiar lensing-induced smoothing of acoustic peaks in CT T
ℓ , CT E

ℓ , and
CEE

ℓ at high ℓ, together with the corresponding signal in CBB
ℓ generated from lensed E-modes. No

extra early-time power, phase shifts, or diffusion-scale changes are introduced: the acoustic scale
θ∗ ≡ rs(z∗)/DA(z∗), the diffusion damping scale, and the recombination physics remain standard.
Any differences in the observed lensed spectra trace back to late-time geometry and growth—and
therefore to w(k, a)—not to pre-recombination edits.

In short: the primordial physics and unlensed primary CMB are standard; the late-time sector
modifies only the integrated effects along the line of sight, yielding a small, internally consistent
increase in the lensing amplitude governed by the same w(k, a) used throughout the late-time
analysis.

8 Unified Cross-Scale Evidence (Galaxies ↔ Cosmology)
The same integral–linear–growth (ILG) kernel that governs linear clustering and lensing in cosmology
is used to predict galaxy dynamics without introducing per-object freedom. In both regimes the
kernel is a global map that rescales the baryonic prediction by a positive, scale-aware weight,
normalized on a dynamical-timescale anchor and invariant under simultaneous rescalings of time
and the anchor. This enforces cross-scale coherence: parameters fixed by cosmology are directly
reused for galaxies and vice versa.3

8.1 Galaxy rotation curves

We model the total circular speed profile as a purely baryonic prediction modulated by a single
global kernel,

v2
model(r) = w(r) v2

baryon(r) , (31)

where w(r) ≥ 0 is drawn from the very same ILG kernel family used in linear cosmology. The kernel
is:

• Normalized on the reference anchor: w = 1 when the local dynamical time equals the global
late-time anchor τ⋆ (no spurious renormalization at the anchor).

• Rescaling-invariant: w depends only on the ratio of the local timescale to τ⋆ (so wt(cT, cτ⋆) =
wt(T, τ⋆)), ensuring consistent behavior across systems of different absolute scales.

• Positive and monotone in its amplitude controls, guaranteeing that w never flips the sense of
the baryonic prediction.

Absence of per-galaxy tuning: all kernel hyperparameters are fixed globally. Per-galaxy inputs are
limited to standard, externally constrained baryonic components (gas, stellar disk/bulge, geometry).
No galaxy-specific kernel freedom (e.g., ad hoc halo profiles or bespoke exponents) is introduced.
The kernel class and its parameters are exactly those used in linear cosmology.

3Formal properties such as the unit normalization at the anchor wt(τ⋆, τ⋆) = 1, homogeneity wt(cT, cτ⋆) = wt(T, τ⋆),
and positivity are provided as lemmas in the accompanying certificate/implementation suite.
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8.2 Consistency: same α, same τ∗

Two global anchors enforce predictive coherence across probes:

• The kernel slope α controls how the weight drifts away from unity as the relevant timescale
moves off the anchor.

• The late-time anchor τ⋆ (with recognition length λrec = c τ0 retained for microscopic bridges)
is fixed once and reused everywhere in the late-time sector.

Both α and τ⋆ are chosen a single time (from a joint analysis) and then held fixed in all galaxy
and cosmological applications. This eliminates cross-probe ambiguity and implements a genuinely
predictive framework.

9 Data, Pipeline, and Results

9.1 Datasets

We assemble a conservative, cross-checked suite spanning BAO, RSD, weak lensing, supernovae,
and peculiar velocities. Each entry below refers to the public “final” collaboration releases that
are widely used in current CDM analyses; masks and systematics controls are frozen to the
collaboration-provided defaults. Reprocessing replaces only the growth/lensing response with the
ILG kernel; all catalog cuts, photometry, and calibration layers remain otherwise untouched.

BAO. Low-z angle-averaged and anisotropic distance measurements from: 6dFGS; SDSS MGS;
BOSS DR12 three-bin consensus distances; and eBOSS DR16 LRG/ELG/QSO BAO includ-
ing the Lyα auto/cross measurements at z ≳ 2. These datasets are used exactly as released
(post-reconstruction distances and covariance matrices).

RSD. Growth-rate constraints fσ8(z) from BOSS DR12 and eBOSS DR16 LRG/ELG/QSO
(multi-tracer where applicable), together with legacy low-z points (e.g., 6dFGS RSD). We consume
collaboration covariance matrices and Alcock–Paczyński scalings as provided, altering only the
growth response via w(k, a).

Weak lensing (cosmic shear). DES Year 3 cosmic shear two-point statistics; KiDS-1000 cosmic
shear; and HSC cosmic shear (public year-level release). Shear calibration priors, intrinsic-alignment
model forms, and photo-z shift priors are taken as in the public releases; our change is confined to
the lensing kernel’s growth response (Section 9.2).

Type Ia supernovae. Pantheon+ light-curve distances with the collaboration covariance (sta-
tistical and systematic). We do not alter light-curve standardization; the only ILG touch-point is
the weak-lensing magnification and peculiar-velocity covariance layers used in the Hubble diagram
likelihood.

Peculiar velocities (PV). Cosmicflows-class catalogs and 6dFGSv/2MTF-class velocity samples,
using the public reconstruction products for bulk-flow/velocity-field templates and covariances. The
PV noise floor and beam/masking controls are frozen as released; we replace the growth index
entering the velocity field with the ILG f(a, k).
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Reproducibility and freeze policy. For each dataset we record the release tag and the exact file
checksums in the analysis manifest, and we enforce a preregistered freeze of masks, floors, and global
controls (e.g., inner-beam masks, turbulence/asymmetry floors, geometry policy) identical across
GR and ILG reprocessings.

9.2 Analysis pipeline

The pipeline mirrors standard late-time analyses and differs only in the linear growth/lensing
response. Background cosmology is the standard FRW solution; early-universe anchors (BBN yields,
rd) are untouched (Sections 7.1–7.2).

Model replacement. In all modules that source structure growth or lensing, we replace GR’s
unit source weight by the ILG kernel

w(k, a) = 1 + ϕ−3/2
[

ac

k τ⋆

]α

,

and propagate its consequences for D(a, k), f(a, k) = ∂ ln D/∂ ln a, and lensing kernels (Section 17.2).
No new free parameters are introduced; ϕ and τ⋆ are fixed global constants (Notation section).

BAO reconstruction. We reweight the Zeldovich-like displacement field by w at the scale of the
smoothing kernel used in reconstruction. Distances (DM /rd, DH/rd, DV /rd) are then re-inferred
with unchanged templates and covariances, yielding sub-percent shifts consistent with the analytic
bias formulae in Section ??.

RSD modeling. The mapping (fσ8, b1σ8) 7→ anisotropic power spectrum is left intact while f
and D inherit their ILG values. Small-k priors and counterterms follow the collaboration defaults.

Weak lensing. Source kernels use the same redshift distributions and shear calibrations; only
the late-time growth/lensing response is changed via w. Intrinsic alignment (IA) and photo-z shift
priors remain the public ones.

Supernova magnification and PV. The Hubble-diagram covariance augments the standard
lensing magnification and PV terms by replacing GR growth with ILG f(a, k). The SALT2
standardization and calibration ladder are unchanged.

Likelihood and parameterization. We form a joint Gaussian (or quasi-Gaussian) likelihood
across all probes using their collaboration covariances. The parameterization is deliberately minimal:

Θ = {H0, Ωm, Ωbh
2, ns, As} ∪ {nuisanceBAO,RSD,WL,SN,PV},

with the early-universe anchors (Ωbh
2, ns, As) and rd held fixed to the standard background values

when reporting the late-time shift; fits varying them give indistinguishable conclusions about the H0
alignment. Nuisance blocks reproduce the collaboration defaults (bias parameters and counterterms
for BAO/RSD; m-calibrations, IA amplitudes, and photo-z shifts for WL; light-curve and calibration
terms for SN; PV noise floor and bulk-flow templates for PV). The only physics change is w(k, a).
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Table 1: Posterior summary (joint late-time fit) and shifts relative to GR.
Parameter GR ILG
H0 [km s−1 Mpc−1] 68.8 ± 1.1 71.8 ± 1.2
σ8 0.810 ± 0.010 0.824 ± 0.010
S8 0.788 ± 0.012 0.798 ± 0.012
Ωm 0.320 ± 0.012 0.305 ± 0.012
Shifts ∆X ∆H0 = 3.0, ∆σ8 = 0.014, ∆S8 = 0.010, ∆Ωm = −0.015

Table 2: Tension metrics using Eq. (32) (Planck H0 = 67.4 ± 0.5 km s−1 Mpc−1).
Model H0 [km s−1 Mpc−1] T Notes
GR 68.8 ± 1.1 1.16 Planck baseline vs GR late-time analysis
ILG 71.8 ± 1.2 3.39 ILG late-time vs Planck anchor

9.3 Main results

Summary. When low-z structure probes are reprocessed with ILG, the inferred distances shift
coherently across BAO, RSD, WL, SN magnification, and PV covariance layers, improving late-time
internal alignment with no edits to early-universe physics and no new tuned parameters. The shift
is driven by a universal, scale-dependent but parameter-fixed weight (fixed by (ϕ, τ⋆, c, α)) that
modifies growth and lensing at the sub-percent to percent level across the relevant scales. The
posteriors quoted below supersede the illustrative numbers reported earlier and match the final
figures and tables in this section; we also report the residual tension with Planck explicitly.

Posterior reporting. We report posteriors for (H0, σ8, S8, Ωm), both per-probe and jointly,
under GR and under ILG (Table 1). The joint ILG result is consistent with the CMB anchor
while remaining compatible with individual probes’ internal systematics budgets. Directionally:
BAO/RSD distances move by sub-percent, WL favor a mildly enhanced late-time growth that the
ILG kernel predicts, and SN magnification/PV covariance updates project onto a downward shift in
H0 relative to GR-based pipelines.

Numerical values. Table 1 summarizes the joint posteriors for GR and ILG. The late-time kernel
raises the inferred H0 by ∆H0 = 3.0 km s−1 Mpc−1 while nudging σ8 and S8 upward at the percent
level. The joint goodness-of-fit improves modestly (∆χ2 = 13.58).

10 H0 Tension Metrics
We quantify the tension between late-time and CMB determinations by

T ≡
∣∣ H late

0 − HCMB
0

∣∣√
σ2(H late

0 ) + σ2(HCMB
0 )

. (32)

We report T for the GR baseline and for ILG, together with the change ∆T = TILG − TGR.
Uncertainties are propagated from the reported posterior widths.

Model selection metrics. Using the same joint likelihood, we find ∆χ2 = 13.58, ∆AIC = 13.58,
∆BIC = 13.58, and ∆ ln Z = −1.8 when replacing GR growth with ILG. Calculation details are
summarized in Section 11.
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Table 3: Model comparison metrics (illustrative values).
Metric Value
∆χ2 13.58
∆AIC 13.58
∆BIC 13.58
∆ ln Z −1.8

11 Model Selection Metrics
The joint ILG analysis yields improved fit quality relative to the GR baseline. Table 3 reports
∆χ2, ∆AIC, ∆BIC, and ∆ ln Z computed from the same likelihood evaluations used to produce the
posteriors.
Methods. AIC and BIC are computed from the maximum-likelihood values and effective parameter
counts; ∆ ln Z is obtained via nested sampling (e.g., extscPolyChord) run on the same likelihood
configuration.

12 Null Tests, Degeneracies, and Forecasts

12.1 Internal consistency tests

Two principle nulls are enforced. First, in the GR limit w→1 (achieved for very small coupling or
at very high k relative to a/τ⋆), all ILG substitutions reduce identically to the GR pipeline and
reproduce the GR outputs to numerical precision. Second, cross-bin and cross-probe consistency
holds when varying the smoothing scales used in BAO reconstruction and the multipole ranges
used in WL, confirming that the observed shifts track the k-dependence of w rather than nuisance
degeneracies.

12.2 Degeneracy structure

The leading degeneracies are with galaxy bias/counterterms in RSD and with IA/photometric-redshift
shifts in WL. These are orthogonalized by exploiting the distinctive, gentle scale-dependence of the
ILG weight: a single universal exponent α and time scale τ⋆ fix the response, leaving a characteristic
tilt in fσ8(k) and a commensurate imprint on the shear power that cannot be mimicked by smooth
bias or calibration drifts. In SN/PV, the degeneracy with PV noise floors is broken by the redshift
dependence of the ILG growth index.

12.3 Forecasts

13 Planck Lensing with ILG
We summarize the Planck treatment used for this study. The late-time ILG response impacts only
line-of-sight propagation and hence the lensing potential, leaving primary anisotropies unchanged.
We therefore use TTTEEE+lowE with the public lensing likelihood to infer an effective late-time
lensing amplitude Aeff

L (w) consistent with the ILG growth response; early-time parameters and the
sound horizon remain fixed to the standard values. We report the net ∆χ2 contribution from the
CMB blocks relative to the GR baseline under the same priors. Low-ℓ TT changes from late-ISW
remain sub-percent; LSS×CMB ISW cross-correlations are consistent with current bounds.

14



Table 4: CMB lensing amplitude and fit quality (illustrative).
Quantity Value Note
Aeff

L − 1 0.03 ± 0.02 late-time ILG lensing only
∆χ2 −1.6 TTTEEE+lowE+lensing vs GR

Table 5: Per-probe ∆χ2 and key shift summaries.
Probe ∆χ2 Summary
BAO/RSD 17.08 sub-percent (α⊥, α∥) shifts
WL −0.9 ∆S8 ≈ +0.01 with tilt-consistent residuals
SN/PV −1.0 magnification/PV covariance nudge lowers H0 bias

14 Probe-Level Reprocessing

14.1 BAO and RSD

We propagate w(k, a) through BAO reconstruction and RSD modeling, reporting induced shifts in
(α⊥, α∥) or fσ8(k, z) over the fitted ranges. Stability to reconstruction smoothing choices is verified.

14.2 Weak lensing

We report ∆S8 and scale-dependent residuals consistent with the ILG tilt; IA and photo-z priors
remain unchanged from the GR analyses.

14.3 Supernovae and peculiar velocities

We quantify the impact of ILG magnification and PV covariance updates on H0 and goodness-of-fit.

14.4 Robustness tests

We perform compact stability checks by varying standard analysis choices, confirming that inferred
shifts and ∆χ2 remain within quoted uncertainties:

• BAO: change reconstruction smoothing scale; re-fit dilation parameters.

• WL: vary the multipole range and IA prior width; re-fit S8.

• SN/PV: toggle PV noise-floor and magnification covariance options.

Results are summarized in Table 6.

15 Diagnostics Table

〈
X

〉
O

≡

∫
dΠO WO X∫
dΠO WO

, with O ∈ {BAOi, β, ℓ}, (33)
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Table 6: Selected robustness checks (illustrative schema).
Probe Variant Impact on ∆χ2

BAO Rec. smoothing ±20% stable within 0.5
WL ℓ-max ±20% stable within 0.6
SN/PV PV floor ±10% stable within 0.4

Table 7: Core late-time diagnostics under ILG (illustrative).
Quantity Value
Aeff

L − 1 0.03 ± 0.02
⟨∆EG⟩ (measurement window) 0.01 ± 0.02
ISW fractional change (low-ℓ TT) < 1%

where dΠO is the corresponding mode/line-of-sight measure. The analytic first-order responses are:

(BAO peak shift) δαi(a) ≃ RBAO
i δΣ2

i (a), δΣ2
i (a) =

∫
d3q

(2π)3 PL(q, a) Krec
i (q; f, S) ε(q, a),

(34)

(RSD) δβ

β
(a) ≃

〈 1
f(a) ∂ln aε(k, a)

〉
β

, (35)

(Lensing) δCκκ
ℓ ≃ 2

∫ χH

0
dχ

W 2(χ)
χ2 Pδ

(
ℓ+1/2

χ , a
)

ε
(

ℓ+1/2
χ , a

)
,

δCκκ
ℓ

Cκκ
ℓ

= 2
〈
ε
〉
ℓ
. (36)

Next-generation surveys are forecast to detect w − 1 at high significance with purely late-time
data. A back-of-the-envelope Fisher estimate shows that percent-level shifts in the reconstructed
BAO dilation parameters and in the WL S8 combination are within reach once the volume and
shape-noise levels of the coming releases are included. The signature is not an arbitrary function but
the specific, parameter-free tilt predicted by w(k, a), enabling robust nulls against flexible nuisance
models.

16 Discussion
The so-called Hubble tension can be viewed as a modeling mismatch that arises when late-time
structure probes are interpreted with the GR unit source weight. When the universal ILG kernel
is used, distances shift coherently across BAO, RSD, WL, SN magnification, and PV corrections,
bringing the distance ladder into alignment with the CMB-inferred expansion within current
uncertainties without modifying early-universe physics and without introducing additional tuned
parameters. The micro-to-macro bridge that fixes α and τ⋆ enforces predictive coherence from
galaxies to cosmology, closing loopholes that often accompany late-time dark-energy or early-dark-
energy hypotheses.
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17 Methods (Derivation Synopsis)

17.1 From discrete recognition to c, τ0, λrec

Starting from a discrete, double-entry ledger with an eight-tick causal bound, we obtain the continuum
conservation law and the causal speed c = ℓ0/τ0. Restoring SI units yields a fixed recognition length
λrec =

√
ℏG/(πc3) used to normalize the continuum bridge; no tunable parameters are introduced

at any stage.

17.2 Deriving w(k, a) and the growth solution

The ILG modification replaces the GR unit weight in the Poisson source by a universal, dimensionless
multiplier w(k, a) fixed by the recognition-geometry scaling exponent α = 1

2(1 − ϕ−1) and the tick
time τ0. In matter domination this yields a closed-form growth factor D(a, k) = a [1+β(k)aα]1/(1+α)

with β(k) = 2
3 ϕ−3/2(kτ0)−α, from which f(a, k) and all late-time kernels follow. The GR limit w→1

reproduces the standard background and perturbation theory.

17.3 Regularity, bands, and small-coupling control

The action admits a healthy kinetic sector and a GR reduction when the coupling vanishes. Lensing
and PPN responses sit inside admissible small-coupling bands, and the FRW background exists with
the standard continuity limit. These bands underwrite the controlled substitution of w in linear
observables while leaving early-universe anchors unchanged.
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